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Context of the research 

activity 

 

An	often	underrated	issue	in	machine	learning		(ML)	frameworks	
is	their	computational	complexity:	typical	ML	tasks	may	require	
GBs	of	memory	and	billions	of	floating	point	operations	(GFLOPS).	
The	consequence	is	that	these	tasks	are	normally	run	either	on	
the	cloud	or	off‐cloud	using	complex	hardware	accelerators	such	
as	GPUs.			
'Distance'	between	the	source	of	the	data	(i.e.,	sensors	in	the	case	
of	industrial	applications)	and	the	computational	hardware	is	
critical,	both	because	it	introduces	latencies	that	prevent	real‐
time	classification,	and	because	it	implies	the	transmission	of	a	
large	amount	of	raw	data	(typically	wireless),	which	results	in	
high	energy	consumption.	Therefore,	while	offloading	part	of	the	
computations	to	the	cloud	or	to	custom	hardware	is	a	known	
solution	that	can	help	catching	up	the	computational	gap,	it	still	
does	not	fully	solve	the	latency	and	energy	efficiency	issues.	To	
this	end,	classification	should	be	carried	on	local	devices	(the	edge	
nodes).	
The	 objective	 of	 this	 research	 is	 study	 and	 implement	 ML	
(possibly	based	on	deep	learning)	techniques	that	are	suitable	for	
implementation	 of	 resource‐constrained	 devices	 such	 as	 small	
embedded	 boards	 or	 mobile	 devices.	 An	 important	 part	 of	 the	
research	 will	 be	 devoted	 to	 specializing	 the	 techniques	 to	 the	
specific	application	domain,	i.e,	understanding	which	ML	strategy	
offers	 the	 best	 accuracy/complexity	 tradeoff	 for	 a	 given	
classification	task.	

 

Objectives 
 
 

The	 final	 objective	 of	 the	 project	 is	 the	 development	 of	 a	
framework	 for	 implementing	 machine	 learning	 tasks	 on	 the	
resource‐constrained	 hardware	 of	 IoT	 edge	 nodes.	 The	 main	
application	domain	to	which	this	framework	will	be	applied	is	the	
monitoring	of	processes	and	equipment	in	a	smart	manufacturing	
environment.	
To	 this	 end,	quality‐scalable	design	 techniques	will	 be	 employed.	
These	techniques	aim	at	realizing	software	or	hardware	in	which	



the	 amount	of	 computational	 “effort”	 can	be	 traded	off	with	 the	
quality	 of	 the	 final	 outputs,	 possibly	 at	 runtime	 in	 response	 to	
changes	 in	 the	 input	 data	 or	 context.	 In	 the	 specific	 case	 of	ML	
tasks,	the	quality	of	outputs	is	represented	by	the	classification	or	
regression	accuracy,	while	a	reduction	of	the	computational	effort	
translates	 into	 smaller	 latency	 and	 energy	 consumption	 for	 the	
edge	nodes.		
		

Quality‐scalable	 design	 techniques	 applicable	 to	 the	 domain	 in	
question	involve	hardware,	software	and	algorithm	design.	
At	 the	 hardware	 and	 software	 level,	 approximate	 computing	
strategies	 such	 as	 precision	 scaling	 or	 loop	 perforation	 can	 be	
leveraged	to	(dynamically)	reduce	the	complexity	of	an	inference	
task,	e.g.	the	forward	propagation	step	of	a	deep	neural	network	
(DNN)	 both	 in	 terms	 of	 number	 of	 operations	 and	 of	 memory	
footprint.	
At	 the	 algorithm	 level,	 quality	 scalability	 can	 be	 achieved	 by	
tailoring	 the	 classification/regression	 model	 to	 the	 target	
problem,	context	and	input	data.	To	this	end,	the	framework	will	
include	 design	 exploration	 techniques	 to	 identify	 the	 best	
model(s)	 in	terms	of	accuracy	versus	complexity	tradeoff	 for	the	
target	 application.	 	 Based	 on	 the	 results	 of	 this	 exploration,	 the	
final	 deployed	 model	 may	 also	 be	 generated	 as	 a	 synergistic	
combination	 of	 ML	 algorithms	 of	 different	 complexity	 and	
accuracy	(e.g.	a	simpler	SVM	versus	a	low‐cost	DNN,	or	even	two	
DNNs	 with	 a	 different	 setting	 of	 hyperparameters).	 The	 most	
appropriate	 algorithms	 will	 be	 then	 automatically	 selected	 at	
runtime	 based	 on	 the	 characteristics	 of	 the	 inputs,	 or	 on	 the	
current	 usage	 scenario	 (e.g.	 low	 versus	 high	 probability	 of	
failure).	
While	 some	 of	 these	 techniques	 have	 been	 already	 applied	
individually	 (mostly	 to	 image	 classification	 problems),	 there	 is	
not	 yet	 a	 complete	 framework	 for	 implementing	 ML	 tasks	 on	
resource‐constrained	 hardware,	 leveraging	 quality‐scalable	
design.	Moreover,	 the	 smart	manufacturing	 domain	 poses	 novel	
and	interesting	issues.	For	example,	the	optimal	ML	models	to	use	
for	 the	required	classification	 tasks	may	differ	significantly	from	
those	 involved	 in	 image‐related	 problems	 (e.g.	 convolutional	
neural	networks).	

 

Skills and competencies 
for the development of 
the activity 
  

The	 candidate	 will	 mostly	 work	 in	 C/C++	 and	 Python.	 A	 basic	
knowledge	 of	 these	 languages	 will	 help,	 but	 is	 not	 strictly	
required.	Although	this	is	not	foreseen	as	the	main	subject	of	the	
project,	the	candidate	may	also	experiment	with	or	modify	some	
digital	hardware	designs	written	for	ASIC	or	FPGA	targets.

 


